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Why fix Assessment?

A discussion paper

(Phil Race, Senior Academic Staff Development Officer (part-time): University of Leeds)

Context

“If it ain’t broke, don’t fix it”. “Don’t throw out the baby with the bathwater”. “You don’t fatten pigs by weighing them”. That’s almost enough of clichés! These were around long before assessment became as broken as it is today. But I will argue in this article that assessment is indeed broken in higher education nowadays, and needs fixing. In this article, I’d like to take you through some tough thinking about assessment, and encourage you to play your part in working towards fixing it. I’d like to challenge the status quo of assessment in higher education. In other publications I have tried to do this in the conventional scholarly manner, but now I think it is time to appeal to hearts and minds about the action which needs to be taken, and not just to air intellectual reservations.

However, I would like to assert at the outset that the vast majority of assessors whom I know in higher education approach assessment with commendable professionalism, and bring to bear upon it all of the integrity, patience and care that they can. They spend a long time adjusting the wording of assessment tasks, and designing criteria with which to measure the evidence which students deliver to them. Moreover, the decisions they make on the basis of this evidence are made carefully and painstakingly. Their good intentions are unbounded. But – the final cliché – the way to hell is paved with such intentions. Perhaps because assessors tend to grow gradually into the assessment culture of higher education, it is not surprising that they can be unaware of some of the prevailing problems that dominate the scene.

How is assessment broken?

Assessment should be valid, reliable and transparent. Anyone who cares about the quality of the assessment they design for students will say how they strive to make it so. We are also required to make assessment valid, reliable and transparent by the Quality Assurance Agency. Most institutional teaching and learning strategies embrace these three qualities in the aspirations of universities. But hang on – why have we all got ‘teaching and learning’ strategies in our institutions? Why have most institutions got ‘teaching and learning ‘ committees? (or indeed ‘learning and teaching’ committees – small difference?). Why haven’t we got ‘teaching, learning and assessment’ strategies – or indeed ‘assessment, learning and teaching’ committees, which would be the way round I would name them? Because assessment is the weakest link, I suggest. It’s much easier (and safer) to fiddle around with the quality of teaching or learning than to tackle the big one: assessment. It’s actually quite hard to prove that some teaching has been unsatisfactory, but only too easy to demonstrate when something has gone wrong with assessment.

“Come on, Phil” you may argue. “We spend half of our lives on assessment. We have assessment boards, exam boards, external examiners approving our assessment instruments and practices and moderating our implementation of assessment. We’ve spent ages fine-tuning the assessment regulations. We’ve got years of experience at making assessment better. What more could we possibly be asked to do?”

“Assessment is the engine which drives student learning” (John Cowan). “And our feedback is the oil which can lubricate this engine” (Phil Race). But sometimes we’re too busy assessing to give really useful feedback. And students are too busy getting ready for their next assessment to take any notice of our feedback on their previous one. And when we come to the most important assessments (summative exams, and so on) feedback isn’t even on the agenda all too often. And what do we measure in these important assessments? ‘That which we can measure’ – not always what we should be trying to measure. It’s far easier to measure students’ achievement of relatively routine objectives, and much harder to measure their achievement of really important objectives. This led me to write over ten years ago ‘if you can measure it, it probably isn’t it!’.

“So it’s still broken” I continue to argue. I’d better explain a bit more. Let’s go back to ‘valid, reliable, and transparent’ for a while. Let’s just clear up the meanings of these three little words.

Validity?

Valid assessment: this is about measuring that which we should be trying to measure. But still too often, we don’t succeed in this intention. We measure what we can. We measure echoes of what we’re trying to measure. We measure ghosts of the manifestation of the achievement of learning outcomes by students. Whenever we’re just ending up measuring what they write about what they remember about what they once thought (or what we once said to them in our lectures) we’re measuring ghosts. Now if we were measuring what they could now do with what they’d processed from what they thought it would be better. “But we do measure this?” Ask students, they know better than anyone else in the picture exactly what we end up measuring. For a start, let’s remind ourselves that we’re very hung up on measuring what students write. We don’t say in our learning outcomes “when you’ve studied this module you’ll be able to write neatly, quickly and eloquently about it so as to demonstrate to us your understanding of it”. And what do we actually measure? We measure, to at least some extent the neatness, speed and eloquence of students’ writing. What about those who aren’t good at writing? Or to be more critical, what about those students who have at least some measure of disability when it comes to writing?

The writing is on the wall for us regarding any tendency for our assessment instruments and processes to discriminate against students with disabilities. ‘SENDA’ (Special Educational Needs Discrimination Act) is likely to cause us to have to make far reaching changes to our assessment just to keep it within the law. This is a tricky one, as in one sense the purpose of assessment is to discriminate between students, and to find which students have mastered the syllabus best, and least, and so on. If we’re honestly discriminating in terms of ability, that might be legal. But if we’re discriminating in terms of disability it won’t be legal. But aren’t they the same thing? Where does ability stop and disability begin? For a long time already, there have been those of us strongly arguing the case for diversifying assessment, so that the same students aren’t discriminated against time and time again because they don’t happen to be skilled at those forms of assessment which we over-use (such as, in some disciplines, tutor-marked time-constrained, unseen written examinations, tutor-marked coursework essays, and tutor-marked practical reports). We’re entering an era where inclusive assessment will be much more firmly on the agenda than it has ever been to date. We now know much more about the manifestations of dyslexia in assessment, and are just beginning to work out the effects of discalcula, disgraphia, dispraxia, and so on. Many of us are beginning to realise for the first time that in that packed lecture theatre, we do indeed have students with disabilities, not just the occasional student in a wheelchair, but perhaps a quarter or a third of our students who are affected at some times in their learning by factors which we don’t know about, and which many of them don’t even know about themselves. So is it ever going to be possible to be satisfied with the levels of validity to which we aspire?

So we’re not really in a position to be self-satisfied regarding the validity of even our most-used, and most practised assessment instruments and processes. But this isn’t new – we’ve used them for ever it seems. That doesn’t make them more valid. But we’re experienced in using them? Admittedly, that makes us better able to make the best of a bad job with them. But should we not be making a better job with something else?

Reliability?

For many, this word is synonymous with ‘fairness’ and ‘consistency’. This one is easier to put to the test. If several assessors mark the same piece of work and all agree (within reasonable error limits) about the grade or mark, we can claim we’re being reliable. Not just moderation, of course. Reliability can only be tested by blind multiple marking. Double marking is about as far as we usually manage to get. And of course we agree often enough? No we don’t, in many disciplines. There are some honourable exceptions. ‘Hard’ subjects such as areas of maths and science lend themselves to better measures of agreement than ‘softer’ subjects such as literature, history, philosophy, psychology, you name it. By ‘hard’ and ‘soft’ I don’t mean ‘difficult’ and ‘easy’ – far from it.  “But multiple marking just causes regression to the mean” can be the reply. “And after all, the purpose of assessment is to sort students out – to discriminate between them – so it’s no use everyone just ending up with a middle mark”. “And besides, we spend quite long enough at the assessment grindstone; we just haven’t room in our lives for more marking”.

So why is reliability so important anyhow? Not least, because assessing students’ work is the single most important thing we ever do for them. Many lecturers in higher education regard themselves as teachers, with assessment as an additional chore (not to mention those who regard themselves as researchers with teaching and assessing as additional chores).  Perhaps if we were all to be called assessors rather than lecturers it would help? And perhaps better, if we all regarded ourselves as researchers into assessment, alongside anything else we were researching into?  “Students can escape bad teaching, but they can’t escape bad assessment” says David Boud. Our assessments can end up with students getting first class degrees, or thirds. This affects the rest of their lives. Now if our assessment were really fair (reliable), we could sleep easily about who got firsts or thirds. The students who worked hardest would get better degrees, and the students who lazed around wouldn’t. This indeed is often the case, but most of us can think of exceptions, where students got good degrees but didn’t really deserve them, or students who seemed worthy of good degrees didn’t come up with the goods, so we couldn’t award them to them. So perhaps it’s not just that our assessment isn’t too reliable, it’s our discrimination that’s sometimes faulty too.

And transparency?

One way of putting ‘transparency’ is the extent to which students know where the goalposts are. The goalposts, we may argue are laid down by the intended learning outcomes, matched nicely to the assessment criteria which specify the standards to which these intended outcomes are to be demonstrated by students, and also specify the forms in which students will present evidence of their achievement of the outcomes. There’s a nice sense of  closure matching up assessment criteria to intended learning outcomes. It’s almost a shame that there’s yet another problem: some of the real learning outcomes go beyond the intended learning outcomes. Patrick Smith (Buckinghamshire Chilterns University College) argues that these are the emergent learning outcomes. Some of them are unanticipated learning outcomes. And it could be further extrapolated that there is some tendency for the ‘you know it when you see it’ extra qualities which get the best students the best degrees are firmly embedded in their achievement of emergent learning outcomes, and their evidencing of these outcomes within our assessment frameworks.

Leave aside this additional factor, and go back to the links between intended outcomes and assessment criteria. How well do students themselves appreciate these links? How well, indeed, do assessors themselves consciously exercise their assessment-decision judgements to consolidate these links? Students often admit that one of their main problems is that they still don’t really know where the goalposts lie, even despite our best efforts to spell out syllabus content in terms of intended learning outcomes in course handbooks, and to illustrate to students during our teaching the exact nature of the associated assessment criteria. In other words, students often find it hard to get their heads inside our assessment culture – the very culture which will determine their degree classifications. 

The students who have least problems with this are often the ones who do well in assessment. Or is it that they do well in assessment because they have got their minds into our assessment culture? Is it that we’re discriminating positively in the case of those students who manage this? Is this the ultimate assessment criterion? Is this the difference between a 1st and a 3rd? And is this the real learning outcome, the achievement of which we’re measuring? And if so, is this stated transparently in the course handbook?

So, we’re not too hot on achieving transparency either. In fact, the arguments above can be taken as indicating that we rather often fail ourselves on all three – validity, reliability and transparency, when considered separately. What, then, is our probability of getting all three right at the same time? Indeed, is it even possible to get all three right at the same time?

Time to fix assessment?

OK, there’s a problem, but we’ve just not got enough time to fix it? Why  haven’t we got time to fix it? Because we’re so busy doing, to the best of our ability, and with integrity and professionalism, the work which spins off from our existing patterns of assessment, so busy indeed that we haven’t left ourselves time to face up to the weaknesses of what we’re doing? Or because we simply dare not face up to the possibility that we may be making such a mess of such an important area of our work? It can help to pause and reflect about just how we got into this mess in the first place.

A couple of decades ago, the proportion of the 18-21 year old population of the UK participating in higher education was in single figures, now it’s approaching 40%, and Government waxes lyrical about increasing it to 50%. When there was only 5%, it could be argued that the average ability of those students who participated in higher education was higher, and they were better able to fend for themselves in the various assessment formats they experienced. Indeed, they usually got into higher education in the first place because they’d already shown to some extent that they’d got at least a vestigial mastery of the assessment culture. Now, there are far more students who haven’t yet made it in understanding our assessment culture, let alone gearing themselves up to demonstrate their achievement within it. 

At the same time, when we were busy assessing just a few per cent of the population, we had time to try to do it well, using the time-honoured traditional assessment devices at our disposal. Trying to do the same for five or ten times as many students is just not on. We can’t do it. We can’t do it well enough. We’re assessing far too much to do it reliably, for a start.

And what about the students? Their lives are dominated by assessment. The intelligent response to this (thank goodness our students remain intelligent) is to become strategic. In other words, if there aren’t any marks associated with some learning, strategic students will skip that bit of learning. If it counts, they’ll do it. It’s easy to go with the flow, and make everything important ‘count’ so that students will try to do all of it. But in the end this just leads to surface learning, quickly forgotten as the next instalment of assessment looms up. We’re in danger of using assessment to stop learning instead of to start learning. It’s no use us bemoaning the increased extent to which students have become strategic, when our assessment is the cause of this.

Who owns the problem of fixing assessment?

We can only ever really solve problems which we own. But the assessment problem is so widely owned. It’s dangerously easy to feel there’s just nothing that we can do about it. It’s easy enough to identify scapegoats, including:

· Professional bodies, in whose name we feel we need to stick to the status quo;

· Pre-university education systems, which cast the die and train pupils into particular expectations of learning and assessment;

· Institutional, faculty and departmental assessment regulations, which limit our room for manoeuvre;

· Teaching and learning strategies, which are so all-encompassing that we can’t suspend belief and start afresh again;

· Heads of department or school, who are often seen (sometimes seen wrongly) to be content with the status quo;

· External examiners who would have to be convinced when radical changes may need to be made;

· Students themselves who could or would complain about rapid changes to the level of the playing field or the position of the goalposts (even if the whole is enveloped in thick fog at present);

· The world outside academe, where there’s a view about what a graduate should be, and so on;

· Journalists, broadcasters and editors who would give us a hard time if anything were to be found wrong in the way we did the job we are paid to do;

· Politicians and policy-makers who got to where they are by succeeding in the system of assessment we already have, and dare not admit that it might have been flawed;

· Parents, employers, taxpayers and others who foot the bill for higher education.

However, if we’re perfectly frank about it, each assessment judgement is almost always initially made in the mind of one assessor in the first instance. True, it may well then be tempered by comparisons with judgements made in other people’s minds, but to a large extent assessment remains dominated by single acts of decision-making in single minds, just as the evidence which is assessed is usually that arising from the product of a single mind at a given time within a given brief. Living on a crowded planet may be a collaborative game, but we tend to play the assessment game in predominantly singular circumstances, and competitive ones at that. 

The fact of the matter is that to fix assessment will require individuals to change what they do, but that won’t be enough to change the culture. Teams of individuals with a shared realisation of the problem will need to be the first step.

How can we fix assessment?

We need to work out a strategy. But any strategy has to be made up of a suitably-chosen array of tactics. Sometimes it’s easier to start thinking of the tactics first. What could be a shopping list of tactics to play with for starters in this mission. They include:

· Getting students into our assessment culture, by using peer-assessment and self-assessment more, so that they are better within our culture when we assess them;

· Reducing the quantity of assessment (say by a factor of three) so that we have time to do it well, and students have time for their learning not to be completely driven by assessment;

· Increasing the quality of assessment, so that it is fit for purpose, and more valid, more reliable and more transparent;

· Increasing the diversity of assessment instruments and processes, so that student casualties (where particular students are discriminated against repeatedly by the same old assessment formats) are not so frequent;

· Training (yes, training, not educating) our students to be better-able to play the game of working out where the goalposts are, and practising how to demonstrate their achievement of our intended learning outcomes.

But turning such tactics into a strategy is a big job, and beyond the scope of a short provocative article such as this. However, that big job won’t even get started unless people are convinced that it needs to be done, and that was the purpose of this article. My aim was not on this occasion to write a scholarly article repeating what wise people have already written about in the literature (for years and years now). My intention was to employ challenging language to convince you that you’ve got a problem. What are you  going to do about it?
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